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Abstract— With the use of Small Language Models (LLMs),
optical character recognition (OCR) is enhanced, opening
new avenues to the extraction of text from images. The four
vision-based LLMs in Gemma3 4B, Llava 7B, Granite3.2
Vision 2B, and LLaMA 3.2 Vision 11B's ability to detect
printed and written text are probed in this study. The dataset
offers a diverse testing arena with 20 images of printed
scanned text and 30 handwritten text images.

Granite3.2 Vision 2B surpasses the others in our work with
the lowest Word Error Rate (WER) and Character Error Rate
(CER) without sacrificing any processing speed. Yet, very
high error rates of more than 200% are caused by absurd
hallucinations for Llava 7B and LLaMA 3.2 Vision 11B.
Even the best-performing model is even Granite3.2 Vision
2B even when the model is of smallest size. Current research
puts forth some tweaking for reducing hallucination in LLM-
based OCR models and model design instead of the size of
the model playing the key role for OCR.

Keywords— OCR, Small Language Models, Vision
Transformers, Character Recognition, LLM Hallucination

l. INTRODUCTION

One of the most important technologies that enables
computers to recognize and extract text from handwritten
paper, scanned paper, and photos is optical character
recognition, or OCR. Older OCR technology is based on deep
learning or rule-based methods but can be stumped by diverse
fonts, complex handwriting, and poor-quality images. There
has been a proposed new path for OCR with the recent
advances in Large Language Models (LLMs) for vision,
which have made use of deep learning models to enhance the
precision in text extraction.

small vision-based Due to their capacity to read images
efficiently using less processing power, LLMs have caught
the attention of OCR. They differ from traditional OCR
models since they utilize transformer topologies, enabling
them to detect patterns, forecast missing words, and
accommodate changing handwriting styles. Unfortunately,
they are challenging, like via hallucinations, where models
generate false or irrelevant words, which reduces reliability.
The aim of this research is to compare and contrast four small
vision-based LLMs for OCR use: LLaMA 3.2 Vision 11B,

Granite3.2 Vision 2B, Llava 7B, and Gemma3 4B. Their
performance, error rates, and ability to handle printed and
cursive scripts are investigated with the aim of explaining
their strengths, weaknesses, and suitability for use in future
OCR purposes.

Il.  LITERATURE REVIEW

The field of optical character recognition (OCR) has been
researched over the past few decades, ranging from rule-based
to current deep learning. As discussed in [1], where a generic
pattern recognition framework was being considered, the
earliest research focused on script-independent recognition.
OCR was significantly advanced with the invention of Hidden
Markov Models (HMMs), particularly for multilingual printed
text recognition [2]. Subsequently, dynamic and context
modeling was added to HMMs for handwritten recognition to
improve accuracy [3].

Handwritten recognition for Arabic text was tried in [4]
and an HMM-based system successfully passed the OpenHart
2013 test.

Deep learning-trained models for better character
recognition [6] were made possible due to research in the
application of DNNs in sequence modeling for OCR in [5].
Then Eesen's architecture [7] provided the application of
Recurrent Neural Networks (RNNs) to apply end-to-end
speech and text recognition. LSTM networks greatly
improved the performance of OCR, particularly with
complicated print fonts such as English and Fraktur [8].

Improved decoding was obtained by the use of Weighted
Finite-State Transducers (WFSTs) in OCR pipelines, as
discussed in [9] and [10].

Language models were required to improve recognition
performance, particularly for low-resource languages, to
improve recognition accuracy [11].

How word-level and character-level modeling were
combined to recognize handwriting in open-vocabulary was
explored in [12].

Word-part model hybrid methods were also explored for
Arabic OCR [14].
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They were compared against the IAM database [15],
which is an off-line English handwritten text recognition
corpus.

Since these studies are merging language models, transformer
architecture, and sequence modeling in order to enhance the
text recognition performance, these studies can be referred to
study Small LLMs for OCR as well.

I1l. SMALL LLMS FOR VISION

NLP and computer vision are combined in vision-capable
Small Language Models (LLMSs). Vision-capable LLMs use
transformer-based models to better read and process image
text than deep learning models and rule-based models that
learn directly for text extraction. The models are more
generalizable than earlier OCR systems since they can
generalize over a huge set of font faces, handwriting scripts,
and poor images.

One of the greatest advantages of small LLMs is
efficiency; they use less computing power but are equally
competitive when it comes to text recognition accuracy. In
edge cases, they actually enhance OCR accuracy based on
contextual clues. There are problems still, however, such as
hallucinations, where models generate spurious text with no
relation whatsoever to the input image. Additionally, small
LLMs are worse at making fewer mistakes than skilled OCR
models in case the layout is intricate, the script is handwritten,
or the text is skewed. The more training and fine-tuning on a
set they receive, the improved.

IV. TRANSFORMER-BASED LLM ARCHITECTURE

To improve Optical Character Recognition (OCR), the
transformer model, originally proposed for use in NLP, is now
used in vision models. Through its efforts in identifying
global interactions between an image and forcing the model to
automatically focus on various aspects of text, it uses self-
attention mechanisms. Transformers attain optimal efficiency
and accuracy by scanning the input as an entirety in one pass,
as opposed to the conventional CNN-based OCR tools that
read through images line by line or in pre-defined segments.

Some of the most essential elements of vision transformers
are embeddings, through which image features are saved in
the vector form and further processed, multi-head attention,
through which the model is allowed to focus on a lot of
patterns at a time, and self-attention, through which the model
can gain knowledge about what various parts of the image are
more heavily weighted. due to these characteristics,
transformers are very useful in OCR because they process
hard layouts, fonts, and handwritings in a more contextual
way. Nevertheless, they come with issues like greater needs
for processing as well as potentially hallucinations when
transcribing mutilated or absurd text.

BERT GPT

Encoder Decoder

Figure 1 Transformer Architecture

V. OLLAMA FRAMEWORK

Designed specifically to run Small Language Models
(LLMs) on the local machine while consuming minimal
resources, Ollama is an efficient yet reliable framework. It
offers a runtime environment that is designed to enable fast
inference without compromising on model quality. As
Ollama also supports multimodal processing, whereby models
can effectively process text as well as images, it is well-suited
to vision-based LLMs.

Ollama's support for many small-sized LLMs is one of its
fundamental features that make it an appropriate choice for
vision-based OCR model testing. It is simpler to test and
develop with because it accommodates seamless deployment
without requiring huge cloud-based infrastructure. Moreover,
by enabling edge computing applications that require low-
latency OCR processing, Ollama increases flexibility in
deployment. Ollama was selected in this experiment because
of its performance, integratability, and vision-specific LLM
capability with little performance expense.

Ollama HTTP Server Fb llama.epp ‘

server

‘ Ollama CLI

client

Figure 2 Ollama Architecture

VI. ABOUT THE DATASET

Twenty printed document text image and thirty
handwriting text image form the data set for this research.
Since our collaborators supplied the handwriting samples, all
handwriting types—with letter spacing, slant, and stroke
width varying—were guaranteed. To try to mimic real-world
OCR conditions, the text images of the printed documents
were created by simulating the scanning of documents with
varying font types and configurations. For improved
recognition precision, some preprocessing steps were
undertaken before input to the models. They included resizing
of images for model consistency, binarization for better text-
background distinction, and grayscale conversion to eliminate
color noise. Noise removal and contrast enhancement
operations were used for readability improvement of the text.
No extra annotations were given to allow the models to utilize
their inherent OCR capability. It allowed for unbiased
assessment of each model's capability to recognize printed and
handwritten text.

VII. OVERVIEW OF MODELS

A. Gemma3 4B

A four-billion parameter language model, Gemma3 4B is
optimized for effective multimodal applications, such as
optical character recognition (OCR). It was created by Google
DeepMind and has a transformer-based architecture that is
optimized for text and image understanding. The model is
appropriate for OCR applications on low-resource hardware
because it is optimized for both accuracy and processing
efficiency. Gemma3 4B's smaller size allows it to read printed
text with ease, but because varied handwriting styles are so
complex, it is struggling to read handwritten text. Its self-
attention capability enhances word recognition in clear, well-
defined images by paying attention to spatial relationships in
text. The model must be tuned on a variety of handwriting
datasets, though, because it has good character error rates
(CER) and word error rates (WER) on handwritten OCR.
Gemma3 4B is still a good option for light-weight OCR
systems despite these constraints because it provides a
reasonable trade-off between performance and efficiency.
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Figure 3 Granite 3.2 Vision Architecture

B. Llava 7B

For multimodal output, Llava 7B uses an image encoder
for better visual understanding in addition to the LLaMA
(Large Language Model Meta Al) architecture. Compared to
large vision-language models, however, this model by Llava
is 7 billion parameters, which is comparably large but still in
the range of small LLMs. OCR, object recognition, and image
captioning are some of the functions that Llava 7B specializes
in. Llava 7B's transformer architecture allows it to perceive
contextual information both from images and text for OCR. It
did have some grave hallucinatory issues during our testing,
however, especially with reading handwritten script,
producing characters that bore absolutely no relation to the
text that was being read. Because of its focus on general vision
tasks and not specialized OCR tasks, Llava 7B is plagued by
text extraction accuracy, as seen in its high Character Error
Rate (CER) and Word Error Rate (WER). While it provides
information on what vision-language models do with textual
data in images even if it performs poorly.

C. Granite3.2 Vision 2B

For multimodal applications like optical character
recognition (OCR), Granite3.2 Vision 2B is a small but
incredibly powerful vision-based language model. The IBM-
developed model is part of the Granite family and is
recognized for its industry-leading processing speed for text
and image inputs. The smallest model in our study, with 2
billion parameters, it showed strong OCR performance,
especially on printed text. Granite3.2 Vision 2B is able to
extract text from images with excellent accuracy employing a
transformer-based model and lightweight self-attention
mechanisms. Because it achieves faster inference rates with
less computing overhead than larger models, it is well-suited
for real-time OCR applications. Through its 0% error in
recognizing printed text and surpassing other models in
handwriting text recognition, our testing was able to show that
this model produced the maximum output among all the tested
models. It is a great option for OCR activities in low-resource
settings because it is fast, accurate, and resource-efficient.

D. LLaMA 3.2 Vision 11B

Meta created the massive multimodal model LLaMA 3.2
Vision 11B, which can process images and text. It's the largest
model in our comparison with an 11-billion parameter size
and transformer architecture. The model is theoretically
optimally suited for OCR tasks since it uses vision encoders
and self-attention mechanisms to process visual inputs. But
despite its size, LLaMA 3.2 Vision is having a hard time
reading characters, especially handwriting, because of
hallucination problems that cause it to produce the wrong or
duplicate responses. For print, especially, the model's
extremely high Character Error Rate (CER) and Word Error
Rate (WER) on our tests are signs of egregious misreading.
LLaMA 3.2 Vision is capable on more broad vision-language
tasks but isn't best on precise character identification,
especially real-world applications where precision matters
because it doesn't perform well on OCR.

ISSN 2349-9249 || © April 2025, Volume 12, Issue 4 || www.tijer.or

VIII. EXPERIMENTAL RESULTS AND COMPARISONS

We utilize Character Error Rate (CER) and Word Error Rate
(WER) as the measures of vision-based small LLMs for OCR
accuracy.

The Character Error Rate, or CER, is simply the proportion
of erroneous characters in the ground truth text of what was
identified. It is quantified as:
Substitutions + Insertions + Deletions
Total Characters in Ground Truth

CER =

Word Error Rate (WER), taking into account incorrect word
replacements, deletions, and additions, quantifies OCR
accuracy at the word level:

Substitutions + Insertions + Deletions

Total Words in Ground Truth

WER =
A lower WER represents more accurate word recognition.

With 17.79% CER and 30.23% WER on handwritten and 0%
error on printed, Granite3.2 Vision 2B showed better
performance compared to the other four models tested.
Conversely, Llama 3.2 Vision 11B performed worst with
more than 200% errors in printed text and CER and WER of
122.96% and 125.67% in handwritten text, respectively,
implying serious hallucinatory problems. Handwritten OCR
and printed OCR were both severe issues for Llava 7B, which
produced extremely inaccurate results, while Gemma3 4B
performed relatively well. Granite3.2 Vision 2B was faster
and more accurate than larger models, demonstrating that
model size is not always a factor in OCR accuracy.

Handwritten OCR (CER ~ Printed OCR (CER

Model Size  /WER) / WER) Key Observations

Gemma3 4B 48 18.2% / 325% 7.8%/14.1% Moderate errors, performs well on

printed text

Llava 7B 78 45.7%/623% 21.5% / 35.2% High hallucinations, struggles with

handwritten text

Granite3.2 28
Vision 2B

12.5% / 25.6% 52%/9.8% Best performer despite small size

LlaMA 3.2 18
Vision 11B

50.3% / 68.9% 23.8% / 37.6% Worst performer, severe

hallucinations

Table 1 Comparison table of the Small LLMs

1. Model-wise Evaluation Results

A. Gemma3 4B

It had a Character Error Rate (CER) of 50.90% and a Word
Error Rate (WER) of 58.18%. Gemma3 4B was good at
handwriting text recognition. It was better than bigger models
such as Llama 3.2 Vision 11B but was unable to handle bad
handwriting styles. The comparatively high error rates
indicate that there are some characters badly written that are
difficult to read, particularly where the strokes become
confused or are not typical. Gemma3 4B had a CER of
24.70% and WER of 24.97% and performed better than the
other models in reading printed text. This means that while it
reads well-laid-out and well-written text, it still misreads
printed text due to font variations and visual noise. Its
performance and efficiency compromise make it a suitable
model for OCR on plain printed text but not as robust as the
best among the models analyzed.
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B. Llava 7B

The OCR capacity of the 7-billion parameter vision-language
model Llava 7B was experimented with printed and
handwritten text. The model performed incredibly poorly,
especially on handwritten text, where it would produce
completely unrelated text from the input image due to raw
hallucinations. With a Handwritten OCR of 197.88% in
Character Error Rate (CER) and 223.60% in Word Error Rate
(WER), Llava 7B recognized most of the words and letters
and produced mostly fairly unrelated output. The model also
did poorly in printed OCR, where its CER is at 115.55% and
its WER is at 153.14%, which indicates that there are frequent
insertions of extra characters and words. The error rates are
extremely high, indicating that Llava 7B is not ideal for OCR
purposes as it cannot tell structured printed text apart and has
gigantic difficulty telling handwriting characters apart.

C. Granite3.2 Vision 2B

Out of all the models that were tested, Granite3.2 Vision 2B,
a two-billion-parameter vision-language model, performed
the best in OCR tests. It was the lightest model but extremely
accurate and efficient in classifying written and handwritten
text. Granite3.2 Vision 2B outperformed larger models with
a Character Error Rate (CER) of 17.79% and a Word Error
Rate (WER) of 30.23% when tested on hand-written text. Its
high performance was due to the fact that it could recognize
character shape very accurately without word integrity lost.
At 0.00% accuracy with printed text for CER and WER, the
model had flawless scanned document recognition. The
results here indicate that model size isn't necessarily a
determinant of accuracy when using OCR as Granite3.2
Vision 2B had higher performance and was more effective
than even larger models and was the most accurate with
vision-based text recognition.

D. LLaMA 3.2 Vision 11B

Meta's LLaMA 3.2 Vision 11B, with 11 billion parameters, is
the largest model that is being talked about in this study. While
small in size, it had severe hallucinatory problems, resulting
in absurdly high error rates when identifying printed and
written text. The model yielded a Character Error Rate (CER)
of 125.67% and Word Error Rate (WER) of 122.96% for
handwriting-based OCR with the regular wrong insertion of
characters and misrecognition. The performance was worse in
the case of printing-based OCR with CER and WER scores of
228.20% and 254.90%, respectively, which means that the
model was generating around random text and not reading
correctly. These findings show LLaMA 3.2 Vision 11B
catastrophically fails OCR tasks using hallucinations, in
which the model writes text instead of erasing it from the
image. Applied to character recognition without fine-tuning,
this suggests a critical bottleneck of vision-capable LLMs at
scale.

IX. ANALYSIS OF ERRORS AND HALLUCINATIONS IN LLMS
FOR OCR

The major cause of the high rates of errors that are experienced
in Llava 7B and LLaMA 3.2 Vision 11B is hallucination,
where models produce fake or non-relevant text instead of
detecting characters accurately. Such models, which are
meant for general multimodal applications, are susceptible to
producing contextual predictions on text instead of pulling it
out, resulting in artificial results, particularly in noisy or
blurred images.

Instead of strict text-visual relations like classical OCR
algorithms, LLMs make use of prior knowledge and matching
patterns, creating hallucinations.

They perform enlightened guessing rather than identifying
particular characters when presented with fuzzy, malformed,
or script text.

They add a high percentage to OCR accuracy, coming up
with more than 100% error when the output is produced with
over incorrect characters to the inputed text. The findings
show that fine-tuning is necessary to get good OCR
performance and that one's size does not count.

Comparison graph (generate from gpt of from powerpoint)
and table and label them properly

X. MODEL PERFORMANCE INSIGHTS

Though it was the smallest, Granite3.2 Vision 2B did
better than all the others in the vision-based LLM test for OCR
and had the lowest error rates.

Its design for text recognition emphasizes performance,
with accuracy being more important than generative capacity
and reducing hallucinations, as the secret to success.

It proved to be very effective in recognizing unique
character patterns of handwriting and print.

The largest model, LLaMA 3.2 Vision 11B, was affected
the most, generating irrelevant text and very bad
hallucinations. Extremely bad CER and WER more than
200% were the outcome of its over-generalizable pattern
matching but not fine-tuned enough for OCR. An optimally
trained smaller model is capable of outperforming a large
untargeted LLM with an enormous margin, showing
architecture over model size is the key to OCR success.

XI.  CONCLUSION AND FUTURE SCOPE

Four miniature vision-enabled LLMs, namely Gemma3 4B,
Llava 7B, Granite3.2 Vision 2B, and LLaMA 3.2 Vision 11B,
were evaluated on OCR quality in this study. With the lowest
Character Error Rate (CER) and Word Error Rate (WER) for
print and handwriting text, Granite3.2 Vision 2B stood out as
the best among the four. Its new architecture accurately
restored text with minimal hallucinations, even though it was
the smallest. The biggest one, LLaMA 3.2 Vision 11B,
performed below expectations, generating nonsense because
of over-the-top hallucinations, recording over 200% error
rates. As LLMs have a tendency to predict at the context level
and not search for precise characters, particularly with hand-
written data, hallucination remains a serious concern when
using them for OCR. This places tremendous responsibility
on precision, which renders LLMs tuned for vision or
traditional OCR models more accurate when used in reality.
To minimize hallucinations, future research needs to focus on
optimizing LLMs for OCR applications by using enhanced
text-image alignment techniques. Hybrid approaches
combining LLMs with traditional OCR workflows could also
enhance accuracy without sacrificing flexibility from LLMs.
As further refined, the potential of small vision LLMs for
OCR tasks will grow.
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