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Abstract - In this paper, we present a lock-free atomic snapshot algorithm designed for High-Performance Computing (HPC) in the
MPI1 Remote Memory Access (RMA) model. An atomic snapshot is a valuable primitive for remote memory access, enabling multiple
processes to interact with concurrent data structures efficiently. Atomic snapshots have diverse applications, including constructing
multi-writer registers from single-writer registers, radar tracking systems, distributed counters and accumulators, checkpointing,
concurrent backups, and monitoring parallel systems.

An atomic snapshot supports two fundamental operations: update and scan. The update operation allows a processor to write data to its
designated memory location, while the scan operation provides a linearizable view of all n segments. This paper introduces a non-
blocking atomic snapshot implementation in which the update operation leverages MPI’s atomic primitives, namely MPI_Accumulate
and MP1_Compare_and_Swap. For the scan operation, we employ MPI_Get_accumulate to atomically read register values.

The proposed system was evaluated on an HPE Cray EX supercomputer to assess its performance and scalability in large-scale parallel
environments.

Index Terms - Non-Blocking Atomic Snapshot, Message Passing Interface (MPI), Remote Memory Access (RMA), Compare and
Swap (CAS)

INTRODUCTION

An atomic snapshot consists of two core operations: update and scan [1]. The update operation allows a processor to write data to its
designated memory location, while the scan operation provides a linearizable view of all n segments [1]. Linearizability [4] is a
fundamental requirement for designing concurrent data structures, ensuring that operations appear to execute instantaneously at some
point between their invocation and completion.

Over the past two decades, researchers have extensively studied atomic snapshots, though most contributions remain theoretical [2,3].
In this paper, we present a non-blocking atomic snapshot implementation for the MPI Remote Memory Access (RMA) model. In
this model, memory is partitioned into n segments, with each segment assigned to a specific processor. Each processor can write
exclusively to its own segment while all other processors can read the latest updated values.

From a consistency perspective, registers can be classified into three types: Safe, Regular, and Atomic[5]. Our algorithm leverages
MPI_Accumulate and MPI_Compare_and_swap, both of which guarantee atomicity. Specifically, MPI1_Accumulate performs
atomic updates, and in our implementation, we utilize the MP1_REPLACE operation within MPI_Accumulate to ensure correct
overwrite semantics.

Fig 1 illustrates one-sided communication in MPI RMA, where processes can read and write directly to remote memory without
explicit synchronization. In this work, we design a single-writer multi-reader (SWMR) snapshot algorithm for the MPI RMA model.
Each process can update its assigned segment in the shared memory buffer (referred to as the window buffer), as depicted in Fig 2.
Updates are restricted to a rank-specific location, while all processes can atomically read the entire buffer.

For the update operation, we employ MPI_Accumulate and MPI_Compare_and_swap, ensuring atomic read-modify-write
semantics. MPI_Accumulate provides an efficient mechanism for atomic read-and-update operations, crucial for maintaining
consistency in high-performance distributed environments.Remote Memory Access (RMA), or one-sided MPI communication,
optimizes performance by allowing processes to directly read or write to another process’s memory, bypassing traditional two-sided
message passing [7].
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Fig. 1. One-sided communication.
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MPI RMA Synchronization
The Message Passing Interface (MPI) Remote Memory Access (RMA) model provides a mechanism for processes to access remote
memory without explicit point-to-point communication. This model supports two primary synchronization approaches:

1. Active Target Communication — Requires participation from both the origin (initiating) and target (remote) processes.

2. Passive Target Communication — Allows the origin process to perform RMA operations without the target process being

explicitly involved in synchronization.

In this work, we focus on Active Target Communication, where both processes must synchronize for data movement. This approach
ensures consistency and is well-suited for collective operations where all processes need to coordinate before and after RMA operations.

Active Target Synchronization Using MPI_Win_fence

For synchronization in our implementation, we employ MPI_Win_fence, the simplest and most widely used Active Target
synchronization mechanism. The MPI_Win_fence call acts as a barrier, ensuring that all processes within a window (a shared memory
region) complete their pending RMA operations before proceeding.

Key Characteristics of MP1_Win_fence:

® Collective Operation: All processes in the window must call MPI_Win_fence for synchronization.

® Memory Consistency: Ensures that all preceding RMA operations (e.g., MPI_Put, MPI_Get, MPI_Accumulate) are
completed before any subsequent operations begin.

® Ease of Use: Unlike passive target synchronization (e.g., MP1_Win_lock/MP1_Win_unlock), MPI_Win_fence does not require
explicit locking, making it simpler for collective updates.

Syntax :

MPI_Win_fence(assert, win);

Where:
® assert — Specifies optimization hints (often 0 for default behavior).

® win— The MPI window object representing the shared memory buffer.
A typical execution flow with MP1_Win_fence is as follows:

1. Initial Fence: Processes synchronize before issuing RMA operations.
2. RMA Operations: Processes perform MPI_Accumulate, MP1_Put, or MP1_Get.
3. Final Fence: Processes synchronize again to ensure all operations are completed.

Window Buffer and Update Mechanism

The window buffer is a shared memory region accessible by all processes in the MPI RMA model. Each process can read from any
location but can only update its designated segment (based on its rank).

Update Operation in Atomic Snapshot
® If Process 0 wants to update the window buffer, it writes to its assigned segment (e.g., buffer[rank]).
® The update is performed using MPI1_Accumulate, which atomically modifies the target location.
® We use MPI_REPLACE as the operation type in MPI_Accumulate, ensuring that the new value overwrites the old one

atomically.
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Fig. 2. Update operation by Processes.
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Why MPI_Accumulate?

® Atomic Read-Modify-Write: Unlike MPI_Put, MP1_Accumulate ensures that the update is performed atomically, preventing
race conditions.

® Flexibility: Supports various atomic operations (e.g., sum, max, min, replace), making it suitable for different use cases.

MPI Accumulate Operations in Parallel Processing
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Comparison with Passive Target Synchronization

While Passive Target Communication (using MPI_Win_lock/MPI_Win_unlock) allows more fine-grained control, it introduces
complexity in managing locks and may lead to performance overhead. In contrast, Active Target Communication with
MPI1_Win_fence is more efficient for bulk-synchronous applications where all processes participate in RMA operations collectively.

Advantages of Our Approach

1. Simplified Synchronization: MP1_Win_fence reduces the need for explicit locks, making the implementation easier to reason
about.

2. Deterministic Execution: Since all processes synchronize at fences, the program flow is more predictable.
3. Scalability: Suitable for large-scale HPC applications where collective operations dominate.

Algorithm 1: Atomic Snapshot Update Operation (Single-Writer Multi-Reader)

Input:
® rank: Rank of the current process (O to size-1).
® size: Total number of processes.
® window_bufferl, window_buffer2: Local buffers for consistency checks.

® window: MPI window object for RMA operations.
Output: Atomic update of the process’s designated segment in the shared window.

Procedure update(rank, size, window_bufferl, window_buffer2, window)

1: Integer: update = rank;

2: fori=0tosize-1do

3: MPI_Accumulate(&update, 1, MP1_INT, i, 0, 1, MPI_INT, MPI_REPLACE, window);

4: if (window_buffer2[i] != window_buffer1[i]) then

5: MPI1_Compare_and_swap(&window_buffer2[i], &window_bufferl[i], MPI_INT, i, 0, window);

6: end if
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7: end for
End Procedure

This update procedure is a key component of a Single-Writer Multi-Reader (SWMR) atomic snapshot algorithm in MPI’s Remote
Memory Access (RMA) model. It ensures that a process can atomically update its segment in a shared memory window while
maintaining consistency across all processes.

The update operation allows a process (identified by rank) to write its data to a designated segment in a shared memory window while
ensuring atomicity and consistency in a concurrent environment. The algorithm:

® Uses MPI’s atomic operations (MPI_Accumulate, MPI_Compare_and_swap) for lock-free updates.
® Guarantees that no two processes interfere with each other’s updates.
® Detects and resolves inconsistencies between local and remote buffers.

1. Single-Writer Guarantee:
O  Each process (identified by rank) writes only to its designated segment.
2. Atomicity:
O MPI_Accumulate ensures atomic updates.
O MPI_Compare_and_swap resolves conflicts if local/remote buffers diverge.
3. Consistency Check:
O Compares window_bufferl (local) and window_buffer2 (cached remote) to detect inconsistencies.

Update Procedure

Initialize meI MPI Compare
Update Accumvulate ond Swop
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variable to the update value into between buffers if
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Execution Time for 128 updates

No of Updates No of Nodes Execution times (ms)
128 2 4.4123
128 4 2.3484
128 8 1.4324
128 16 0.5434
128 32 0.3423
128 64 0.1743
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Procedure scan(window, size) -> int[0..size-1]:

1: int local_copy][size]

2:  MPI_Win_fence(0, window) /I Sync before RMA

3: MPI_Get_accumulate(NULL, 0, MPI_INT, local_copy, size, MPI_INT,
0, 0, size, MPI_INT, MPI_NO_OP, window)

4: MPI_Win_fence(0, window) /I Sync after RMA

5: return local_copy

End Procedure

The scan procedure is a fundamental operation in a Single-Writer Multi-Reader (SWMR) atomic snapshot algorithm, designed to
provide a consistent, linearizable view of shared memory across all processes in an MPI RMA (Remote Memory Access) model.
Below is a detailed explanation of its functionality:
The scan operation allows any process to atomically read the entire shared memory window (window) and obtain a consistent snapshot
of all segments. This'is critical for:

® Monitoring parallel systems (e.g., debugging, progress tracking).

® Checkpointing (saving system state).

® |Implementing higher-level abstractions (e.g., distributed counters, shared registers).
Key properties:

® Atomicity: The snapshot reflects a single instant in time (no partial updates).

® Non-blocking: Does not interfere with concurrent updates.

® Linearizability: All processes see the same order of operations.

Scon Procedure
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Execution Time for 128 Scans

No of Scans No of Nodes Execution times (ms)
128 2 0.05123
128 4 0.04844
128 8 0.04543
128 16 0.04333
128 32 0.04004
128 64 0.03603

CONCLUSIONS

In this research we present a non-blocking atomic snapshot implementation for the MPI Remote Memory Access (RMA) model,
addressing the need for efficient and consistent shared memory operations in high-performance computing (HPC) environments. Our
approach leverages MPI_Accumulate and MP1_Compare_and_swap to ensure atomicity and linearizability, critical for correctness
in concurrent systems.
Key contributions of this work include:
1. Single-Writer Multi-Reader (SWMR) Atomic Snapshot: Each process can exclusively update its own memory segment
while all others can read the latest values, ensuring consistency without blocking.

2. Active Target Synchronization with MP1_Win_fence: Simplifies synchronization by using collective barriers, making the
algorithm deterministic and scalable for bulk-synchronous applications.

3. Efficient Update and Scan Operations:

O Update: Uses MPI_Accumulate with MPI_REPLACE for atomic writes, while MPI_Compare_and_swap
resolves inconsistencies.

O Scan: Provides a linearizable view of memory using MPI_Get_accumulate with MPI_NO_OP, ensuring a
consistent snapshot.

Our implementation avoids complex locking mechanisms, favoring MPI RMA’s one-sided communication for better performance in
distributed settings. Future work could explore passive target synchronization for finer-grained control or optimizations for latency-
sensitive applications.
This work bridges the gap between theoretical atomic snapshot algorithms and practical MPI1-based implementations, offering a
robust solution for concurrent memory access in HPC systems. The proposed method is scalable, non-blocking, and linearizable,
making it suitable for real-world parallel and distributed applications.

Future Works

® Extending the algorithm to support multi-writer scenarios.
® |nvestigating hybrid synchronization (combining active and passive target).
® Optimizing for low-latency and high-throughput environments.

By providing an efficient and correct atomic snapshot mechanism for MPI RMA, this research contributes to the broader goal of scalable
and reliable parallel computing.

REFERENCES

[1] Riany, Y., Shavit, N., & Touitou, D. (2001). Towards a practical snapshot algorithm. Theoretical Computer Science, 269 (1-2),
163-201.

[2] Afek, Y., Attiya, H., Dolev, D., Gafni, E., Merritt, M., & Shavit, N. (1993). Atomic snapshots of shared memory. Journal of the
ACM (JACM), 40(4), 873-890.

[3] Abrahamson, K. (1988, January). On achieving consensus using a shared memory. In Proceedings of the sev- enth annual ACM
Symposium on Principles of distributed computing (pp. 291-302).

[4] Herlihy, M. P., & Wing, J. M. (1990). Linearizability: A correctness condition for concurrent objects. ACM Transactions on
Programming Languages and Systems (TOPLAS), 12(3), 463-492.

[5] Israeli, A., & Shaham, A. (1992, October). Optimal multi-writer multi-reader atomic register. In Proceedings of the eleventh annual
ACM symposium on Principles of distributed computing (pp. 71-82).

[6] MPI: A Message-Passing Interface Standard Version 4.0: page 593.URL.: https://www.mpi- forum.org/docs/mpi-4.0/mpi40-
report.pdf (Data access 10.05.2022).

[7] Abuelsoud, M. M., and A. A. Kogutenko. "Enhancing MPI remote memory access model for distributed-memory systems through
one-sided broadcast implementation.” Journal of Physics: Conference Series. Vol. 2697. No. 1. IOP Publishing, 2024.

TIJER2504051 ’ TIJER — INTERNATIONAL RESEARCH JOURNAL www . tijer.org ’ a325


https://www.mpi-/

