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Abstract - Object detection is the technique of determining the presence of an object and estimating its location in the 

image canvas. Object recognition classifies the detected object from the list of previously seen (trained on) objects. In an 

image with multiple objects, it is a challenging task to determine the location of all the individual objects (detection) and 

then recognize them, due to several reasons: 

• There can be a possible overlap between multiple objects causing occlusions for one or 

all. 

• Objects in the image can have varying orientations. 

• The objects could only be partially present in the image. 

• Images from low fps video streams can be blurry and distort the features of the object. 

Jetson Nano is a GPU-enabled edge computing platform for AI and deep learning applications. The GPU-powered 

platform is capable of training models and deploying online learning models but is most suited for deploying pre-trained 

AI models for real-time high-performance inference. In this project it is showing how you can create a real-time multiple 

object detection and recognition application in Python on the Jetson Nano developer kit using the camera and deep 

learning models and libraries 

INTRODUCTION ( 1) 

 

The goal of “object detection” is to find the location of an object in a given picture accurately and mark the object with 

the appropriate category. To be precise, the problem that object detection seeks to solve involves determining where the 

object is, and what it is. However, solving this problem is not easy. Unlike the human eye, a computer processes images 

in two dimensions. Furthermore, the size of the object, its orientation in the space, its attitude, and its location in the 

image can all vary greatly. 

 

Object detection is technologically challenging and practically useful in the field of computer vision. Object detection 

deals with identifying the presence of various individual objects in an image in particular, when objects are placed in 

arbitrary poses in a cluttered and occluded environment. As an example, it might be easy to train a domestic help robot 

to recognize the presence of a coffee machine with nothing else in the image. 

On the other hand imagine the difficulty of such a robot in detecting the machine on the kitchen slab that is cluttered by 

other utensils, gadgets, tools, etc. The searching or recognition process in such scenarios is very difficult. So far, no 

effective solution has been found for this problem. A lot of research has been done in the area of object recognition and 

detection during the last two decades. The research on object detection is multi-disciplinary and often involves the fields 

of image processing, machine learning, linear algebra, topology, statistics/probability, optimization, etc. 

 

Purpose and need of the project: 

The purpose of object detection is to detect all instances of objects from a known class, such as people, cars or faces in 

an image etc. 

In the case of a fixed rigid object only one example may be needed, but more generally multiple training examples are 

necessary to capture certain aspects of class variability. One of the best examples of why you need object detection is the 

high-level algorithm for autonomous driving: 

● In order for a car to decide what to do next: accelerate, apply brakes or turn, it needs to know where all 

the objects are around the car and what those objects are that requires object detection 
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● You would essentially train the car to detect known set of objects: cars, pedestrians, traffic lights, road 

signs, bicycles, motorcycles, etc, 

  

 1.1 MOTIVATION 

 

Many algorithms for tracking moving objects are discussed in the literature . Especially for the increasing interest in 

building autonomous mobile systems, the detection and tracking of moving objects in natural scenes is a very important 

and challenging task. In the context of mobile systems, such algorithms cannot be limited to static cameras. In addition, 

real-- time constraints must be satisfied. The task must be solved in a closed loop between image acquisition and reaction 

(for example, camera movement to pursue the moving object). 

 

In the literature algorithms for tracking of moving objects can be divided into three classes: optical flow , correlation , 

and feature based approaches . Among the feature based approaches model based and data driven algorithms can be 

found. A widely used data driven approach is based on the so called active contour model (snake) . The localization and 

extraction of an object's contour is done within one energy minimization step. This means that no motion computation 

for the whole image is needed, followed by a segmentation step to identify moving objects. Also, the image is only 

processed locally, namely near the contour points. Both facts in combination with the data driven formulation make active 

contour models well suited for real--time application. This has been proven in the past 

 

Nowadays, automatic object recognition is a topic of growing interest for the machine vision community. In particular, 

the automatic building detection from monocular satellite and aerial images has been an important tool for many 

applications such as creation and update of maps and the Geographical Information Systems database, land use analysis, 

change detection, and urban monitoring applications [1–4]. 

 

1.2 PROBLEM DEFINITION 

 

Object detection is a technologically challenging and practically useful problem in the field of. computer vision. Object 

detection deals with identifying the presence of various individual objects. in an image. Great success has been achieved 

in controlled environments for object.Object detection is the problem of finding and classifying a variable number of 

objects on an image. The important difference is the “variable” part. In contrast with problems like classification, the 

output of object detection is variable in length, since the number of objects detected may change from image to 

image.Visual object recognition is an extremely difficult computational problem. The core problem is that each object in 

the world can cast an infinite number of different 2-D images onto the retina as the object's position, pose, lighting, and 

background vary relative to the viewer .The future of object detection technology is in the process of proving itself, and 

much like the original Industrial Revolution, it has the potential, at the very least, to free people from tedious jobs that 

will be done more efficiently and effectively by machine 

 

1.3 OBJECTIVE OF THE PROJECT 

 

There is always a trade-off between accuracy and speed. If you do not require a fast model, we also have a good experience 

with Centernet. Centernet can achieve a really nice mAP with precise boxes. If you run models with TensorFlow or 

PyTorch backends, then the speed is slower than Yolo models in our experience. Luckily, we can train both architectures 

and export them in a suitable format for Nvidia Jetson Nano. 

 

The main purpose of object detection is to identify and locate one or more effective targets from still image or video data. 

It comprehensively includes a variety of important techniques, such as image processing, pattern recognition, artificial 

intelligence and machine learning. 

 

Object detection is a computer vision technique for locating instances of objects in images or videos. Object detection 

algorithms typically leverage machine learning or deep learning to produce meaningful results. Object detection, which 

not only requires accurate classification of objects in images but also needs accurate location of objects is 

an automatic image detection process based on statistical and geometric features.

https://www.sciencedirect.com/topics/engineering/aerial-image
https://www.sciencedirect.com/topics/engineering/geographical-information-system
https://arxiv.org/abs/1904.07850
https://www.ximilar.com/openvino-start-optimizing-your-tensorflow-2-models-for-intel-cpus-with-docker/
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LITERATURE SURVEY 

1. Enhanced Object Recognition using Deep Learning 

Abstract: 

Due to object detection’s close relationship with video analysis and image understanding, it attracted much research 

attention in recent years. Traditional object detection methods are built on handcrafted features and shallow trainable 

architectures. Their performance easily stagnates by constructing complex ensembles which combine multiple low-level 

image features with high-level context from object detectors and scene classifiers. With the rapid development in deep 

learning, more powerful tools, which are able to learn semantic, high-level, deeper 

features are introduced to address the problems existing in traditional architectures. These models behave differently in 

network architecture, training strategy and optimization function, etc. 

 

In this paper, we provide a review on deep learning based object detection frameworks. 

Our review begins with a brief introduction on the history of deep learning and its representative tool, namely 

Convolutional Neural Network (CNN). Then we focus on typical generic object detection architectures along with some 

modifications and useful tricks to improve detection performance further. As distinct specific detection tasks exhibit 

different characteristics, we also briefly survey several specific tasks, including salient object detection, face detection 

and pedestrian detection. Experimental analyses are also provided to compare various methods and draw some meaningful 

conclusions. Finally, several promising directions and tasks are provided to serve as guidelines for future work in both 

object detection and relevant neural network based learning systems. 

 

2. Object Detection API provided by TensorFlow  

Abstract: 

The TensorFlow Object Detection API is an open-source framework of TensorFlow that makes it easy for us to construct, 

train and deploy object detection models. In Tensorflow Object Detection API, we have pre-trained models that are known 

as Model Zoo. 

These pre-trained models are trained on various datasets like COCO (Common Objects in context) dataset, KITTI dataset 

, and Open Images Dataset. As these models are trained on a number of datasets, these models work very efficiently and 

accuracy is also very high. As you can see below there are various models available for you , we can choose any model 

according to the system we have. Now one question comes to mind: what is different in these models? So the difference 

is that every model has its own architecture which makes it different from other models. 

With different model architectures, their accuracies are also different. 

 

3. An Improved Object Detection Algorithm Based on Multi- scaled and Deformable Convolution 

Neural Network 
 

Abstract: 

 

Object detection methods aim to identify all target objects in the target image and determine the categories and position 

information in order to achieve machine vision understanding. Numerous approaches have been proposed to solve this 

problem,mainly inspired by methods of computer vision and deep learning. However, existing approaches always perform 

poorly for the detection of small, dense objects, and even fail to detect objects with random geometric transformations. 

In this study, we compare and analyze mainstream object detection algorithms and propose a multi-scaled deformable 

convolutional object detection to deal with the challenges faced by current methods. Our analysis demonstrates a strong 

performance on par, or even better, than state of the art methods. We use deep convolutional networks to obtain multi-

scaled features, and add deformable convolutional structures to overcome geometric transformations. We then fuse the 

multi-scaled features by up sampling, in order to implement the final object recognition and region regress. Experiments 

prove that our suggested framework improves the accuracy of detecting small target objects with geometric deformation, 

showing significant improvements in the trade-off between accuracy and speed. 
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4. Comparison Of Performance metrics Of Pretrained Models For Object Detection Using The 

TemperFlow Framework 

    Abstract: 
 

Advances in parallel computing, GPU technology and deep learning facilitate the tools for processing complex images. 

The purpose of this research was focused on a review of the state of the art, related to the performance of pre-trained 

models for the detection of Objects in order to make a comparison of these algorithms in terms of reliability, accuracy, 

time processed and Problems detected The consulted models are based on the Python programming language, the use of 

libraries based on TensorFlow, OpenCv and free image databases (Microsoft COCO and PAS-CAL VOC 2007/2012). 

These systems are not only focused on the recognition and classification of the objects in the images, but also on the 

location of the objects within it, drawing a bounding box around the appropriate way. For this research, different pre-

trained models were re- viewed for the detection of objects such as R-CNN, R-FCN, SSD(single-shot multibox) and 

YOLO (You Only Look Once), with different extractors of characteristics such as VGG16, ResNet, Inception, MobileNet. 

As a result, it is not prudent to make direct and parallel analyzes between the different architecture and models, because 

each case has a particular solution for each problem, the purpose of this research is to generate an approximate notion of 

the experiments that have been carried out and conceive a starting point in the use that they are intended to give. 

 

 

ANALYZE 

 

3.1 Existing System 

 

We looked into several real-time object recognition architectures that could potentially be used for a Jetson Nano, 

including publications that present work in MobileNetv2, YOLOv3 and their variants, as well as Faster R-CNN. 

In general these entire object detection models struggle with the trade-offs between speed and accuracy. Indeed, some 

models, like MobileNetV2 were designed with speed in mind utilizing Depth wise Separation Convolutions are used to 

reduce the computational overhead. Similar work has been done by Hoang et al and published in 2019, where a YOLOv3 

model was established and restrained while maintaining real-time performance and original accuracy on a laptop setup 

[1]. On Raspberry Pi, they achieved the same accuracy at the cost of real-time performance. 

 

 

3.2 Proposed System 
 

Due to the advancement of technologies such as autonomous driving, human vision augmentation, humanoid robotics, 

there is a rapidly increasing demand for fast and accurate object detection algorithms that can run on edge devices in real-

time. Addressing this challenge through tuning deep learning architectures to strike an optimal balance between 

performance and accuracy has been a popular research field over the past few years. We sought to explore this trade-off 

by deploying object detection models onto an edge device for measurement of real-time performance. We selected 

NVIDIA’s Jetson Nano. The Nano is the smallest offering in NVIDIA’s Jetson line of specialized SOCs for AI systems. 

It offers a CPU and GPU integrated into the SOC and has a computational power of 472 GFLOPs, at a power draw of 5 

Watts and price of 99 dollars. These specifications fall within what one might reasonably consider for a mass-available 

edge device.
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Architecture Diagram 

 

 

 

 

 

Figure1: Architecture Diagram 

 

1. Micro SD card slot for main storage 

2. 40-pin expansion header 

3. Micro-USB port for 5V power input, or for Device Mode 

4. Gigabit Ethernet port 

5. USB 3.0 ports (x4) 

6. HDMI output port 

7. DisplayPort connector 

8. DC Barrel jack for 5V power input 

9. MIPI CSI-2 camera connectors 

 

⚫ You’ll also need: 

1. Micro SD card (32GB UHS-1 minimum recommended) 

2. USB keyboard and mouse 

3. Computer display (HDMI or DP) 

4. Micro-USB power supply 
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3.3  SOFTWARE REQUIREMENT SPECIFICATION 

What is SRS? 

Software Requirement Specification (SRS) is the starting point of the software developing activity. As the system grew 

more complexity  became evident that the goal of the entire system cannot be easily comprehended. Hence the need for 

the requirement phase arose. The software project is initiated by the client. The SRS is the means of translating the ideas 

of the minds of clients (the input) into a formal document(the output of the requirement phase.) The SRS phase consists 

of two basic activities: 

Requirement Analysis  
 

The project involved analyzing the design of a few applications so as to make the application more users friendly. To do 

so, it was really important to keep the aviations from one screen to the other well-ordered and at the same time reducing 

the amount of typing the user needs to do. In order to make the application more accessible, the browser version had to 

be chosen so that it is compatible with most of the Browsers.. 

Requirement Specification: 

 

Here, the focus is on specifying what has been found, giving analysis such as representation specification languages and 

tools, and checking the specifications are addressed during this activity. The Requirement phase terminates with the 

production of the validated SRS document. Producing the SRS document is the basic goal of this phase 

Role of SRS 

 

The purpose of the Software Requirement Specification is to reduce the communication gap between the clients and the 

developers. Software Requirement Specification is the medium through which the client and user needs are accurately 

specified. It forms the basis of software development. A good SRS should satisfy all the parties involved in the system. 

 

Requirements Specification Document 

 

A Software Requirements Specification (SRS) is a document that describes the nature of a project, software or application. 

In simple words, an SRS document is a manual of a project provided it is prepared before you kick-start a 

project/application. This document is also known by the names SRS report, software document. A software document is 

primarily prepared for a project, software or any kind of application. There are a set of guidelines to be followed while 

preparing the software requirement specification document. This includes the purpose, scope, functional and non 

functional requirements, software and hardware requirements of the project. In addition to this, it also contains the 

information about environmental conditions required, safety and security requirements, software quality attributes of the 

project etc. The purpose of the SRS (Software Requirement Specification) document is to describe the external behavior 

of the application developed or software.
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DESIGN 

Introduction to UML 

 

The Unified Modelling Language allows the software engineer to express an analysis model using the modeling notation 

that is governed by a set of syntactic, semantic and pragmatic rules. A UML system is represented using five different 

views that describe the system from a distinctly different perspective. Each view is defined by a set of diagram, which is 

as follows: 

1. User Model View 

i. This view represents the system from the users’ perspective. 

ii. The analysis representation describes a usage scenario from the end-users’ perspective. 

 

2. Structural Model View 

i. In this model, the data and functionality arrive from inside the system. 

ii. This model view models the static structures. 

 

3. Behavioral Model View 

It represents the dynamic of behavior as parts of the system, depicting the interactions of collection between various 

structural elements described in the user model and structural model view. 

4. Implementation Model View 

In this view, the structural and behavioral parts of the system are represented as they are to be built. 

5. Environmental Model View 

In this view, the structural and behavioral aspects of the environment in which the system is to be implemented are 

represented.
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4.1 UML Diagrams 

 

 

Use Case Diagram 

 

 

To model a system, the most important aspect is to capture the dynamic behavior. To clarify a bit in details, dynamic 

behavior means the behavior of the system when it is running/operating. 

So only static behavior is not sufficient to model a system, rather dynamic behavior is more important than static behavior. 

In UML there are five diagrams available to model dynamic nature and use case diagrams are one of them. No way have 

we had to discuss what the use case diagram is dynamic in nature. There should be some internal or external factors for 

making the interaction. 

 

These internal and external agents are known as actors. So use case diagrams consist of actors, use cases and their 

relationships. The diagram is used to model the system/sub system of an application. A single use case diagram captures 

a particular functionality of a system. So to model the entire system numbers of use case diagrams are used. 

 

Use Case diagrams are used to gather the requirements of a system including internal and external influences. These 

requirements are mostly design requirements.So when a system is analyzed to gather its functionalities use cases are 

prepared and actors are identified. In brief, the purposes of use case diagrams can be as follows: 

 

a. Used to gather requirements of a system. 

 

b. Used to get an outside view of a system.
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c. Identify external and internal factors influencing the system. 

 

d. Showing the interacting among the requirements are actors. 

 

 

 

 

Use Case Diagram for entire application Functionality 

Sequence Diagram 

 

Sequence diagrams describe interactions among classes in terms of an exchange of messages over time. They're also 

called event diagrams. A sequence diagram is a good way to visualize and validate various runtime scenarios. These can 

help to predict how a system will behave and to discover responsibilities a class may need to have in the process of 

modeling a new system.
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The aim of a sequence diagram is to define event sequences, which would have a desired outcome. The focus is more on 

the order in which messages occur than on the message per second. However, the majority of sequence diagrams will 

communicate what messages are sent and the order in which they tend to occur. 

Basic Sequence Diagram Notations 

 

● Class Roles or Participants 

 

Class roles describe the way an object will behave in context . Use the UML object symbol to illustrate class roles ,but 

don't list object attributes. 

● Activation or Execution Occurrence 

 

Activation boxes represent the time an object needs to complete a task. When an object is busy executing a process or 

waiting for a reply message, use a thin gray rectangle placed vertically on its lifeline. 

● Messages 

 

Messages are arrows that represent communication between objects. Use half-arrowed lines to represent asynchronous 

messages . 

Asynchronous messages are sent from an object that will not wait for a response from the receiver before continuing its 

tasks. 

● Lifelines 

 

Life lines are vertical dashed lines that indicate the object's presence overtime. 

 

● Destroying Objects 

 

Objects can be terminated early using an arrow labeled "<< destroy 

>>"that points to an X. This object is removed from memory. When that object's lifeline ends, you can place an X at the 

end of its life line to denote a destruction occurrence.
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● Loops 

 

A repetition or loop within a sequence diagram is depicted as a rectangle. Place the condition for exiting the loop at the 

bottom left corner in square brackets[]. 

 

 Guards 
When modeling object interactions, there will be times when a condition must be met for a message to be sent to an 

object. Guards are conditions that need to be used throughout UML diagrams to control flow. 

 

 

 

Figure5:Sequence Diagram for entire application Functionality
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State chart Diagram: 

 

A state diagram, as the name suggests, represents the different states that objects in the system undergo during their life 

cycle. Objects in the system change states in response to events. In addition to this, a state diagram also captures the 

transition of the object's state from an initial state to a final state in response to events affecting the system 

 
 

State Chart Diagram for entire application Functionality 

 

 

 

 

Activity Diagram 

 

The process flows in the system are captured in the activity diagram. Similar to a state diagram, An activity diagram also 

consists of activities, actions, transitions, initial and final states, and guard conditions
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Activity Diagram for entire application Functionality 

 

An activity diagram is very similar to a flowchart. An activity diagram is used to model the workflow depicting 

conditions, constraints, sequential and concurrent activities. On the other hand, the purpose of a Use Case is to just depict 

the functionality i.e. what the system does and not how it is done. So in simple terms, an activity diagram shows ‘How’ 

while a Use case shows ‘What’ for a particular system. 

 

The levels of abstraction vary for both of them. An activity diagram can be used to illustrate a business process (high 

level implementation) to a stand alone algorithm(ground level
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implementation). However, Use cases have a low level of abstraction. They are used to show a high level of 

implementation only. 

Component Diagram 

 

Component diagrams are different in terms of nature and behavior. Component diagrams are used to model the physical 

aspects of a system. Now the question is, what are these physical aspects? Physical aspects are the elements such as 

executables, libraries, files, documents, etc. which reside in a node. 

Component diagrams are used to visualize the organization and relationships among components in a system. These 

diagrams are also used to make executable systems. 

 

 

Component Diagram for entire application Functionality 

Component diagram is a special kind of diagram in UML. The purpose is also different from all other diagrams discussed 

so far. It does not describe the functionality of the system but it describes the components used to make those 

functionalities. 

Thus from that point of view, component diagrams are used to
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visualize the physical components in a system. These components are libraries ,packages, files, etc. 

Component diagrams can also be described as a static implementation view of a system. Static implementation represents 

the organization of the components at a particular moment. 

 

Deployment Diagram 

 

A deployment diagram is a UML diagram type that shows the execution architecture of a system, including nodes such 

as hardware or software execution environments ,and the middleware connecting them. Deployment diagrams are 

typically used to visualize the physical hardware and software of a system.. Using it you can understand how the system 

will be physically deployed on the hardware. 

 

Deployment diagrams help model the hardware topology of a system compared to other UML diagram types which 

mostly outline the logical components of a system. 

 
 

 

 

Deployment Diagram for entire application Functionality
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 IMPLEMENTATION 

 

5.1 MODULES Inference 

● Classifying Images with ImageNet 
o Using the ImageNet Program on Jetson 

o Coding Your Own Image Recognition Program (Python) 

o Coding Your Own Image Recognition Program (C++) 

o Running the Live Camera Recognition 

● Locating Objects with DetectNet 

o Detecting Objects from Images 

o Running the Live Camera Detection Demo 

 

Code Snippet 

 

 

Commands to build/install the project directly on your device. 

 

$ sudo apt-get update 

$ sudo apt-get install git cmake libpython3-dev python3-numpy 

$ git clone --recursive https://github.com/dusty-nv/jetson- inference 

$ cd jetson-inference 

$ mkdir build 

$ cd build 

$ cmake ../ 

$ make -j$(nproc) 

$ sudo make install 

$ sudo ldconfig 

 

 

To download the code, navigate to a folder of your choosing on the Jetson. First, make sure git and cmake are installed: 

 

$ sudo apt-get update 

$ sudo apt-get install git cmake

https://github.com/dusty-nv/jetson-inference/blob/master/docs/imagenet-console-2.md
https://github.com/dusty-nv/jetson-inference/blob/master/docs/imagenet-console-2.md
https://github.com/dusty-nv/jetson-inference/blob/master/docs/imagenet-example-python-2.md
https://github.com/dusty-nv/jetson-inference/blob/master/docs/imagenet-example-2.md
https://github.com/dusty-nv/jetson-inference/blob/master/docs/imagenet-camera-2.md
https://github.com/dusty-nv/jetson-inference/blob/master/docs/detectnet-console-2.md
https://github.com/dusty-nv/jetson-inference/blob/master/docs/detectnet-console-2.md#detecting-objects-from-the-command-line
https://github.com/dusty-nv/jetson-inference/blob/master/docs/detectnet-camera-2.md
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Then clone the jetson-inference project: 

 

$ git clone https://github.com/dusty-nv/jetson-inference 

$ cd jetson-inference 

$ git submodule update --init 

 

 

 

Python Developing packages : 

 

$ sudo apt-get install libpython3-dev python3-numpy 

 

 

 

 

Configuring with CMake : 

 

$ cd jetson-inference # omit if working directory is already jetson-inference/ from above 

$ mkdir build 

$ cd build 

$ cmake ../ 

 

 

Downloading Models : 
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note: for users that are unable to connect to Box.com to download the models, a mirror is provided here: 

https://github.com/dusty-nv/jetson-inference/releases 

 

To run the Model Downloader tool again later, you can use the following commands: 

 
$ cd jetson-inference/tools 
$ ./download-models… 

 

Installing PyTorch : 

 

 

 

note: the automated PyTorch installation tool requires JetPack 4.2 (or newer) 

for other versions, see http://eLinux.org/Jetson_Zoo to build from source.

https://github.com/dusty-nv/jetson-inference/releases
https://elinux.org/Jetson_Zoo#PyTorch_.28Caffe2.29
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You can also run this tool again later if you decide that you want to install PyTorch at another time: 

$ cd jetson-inference/build 
$ ./install-pytorch.sh 
 

 

Running these commands will prompt you with the same dialog as seen above. 

5.2 MODULES DESCRIPTION 

Compiling the Project : 

 

Make sure you are still in the jetson-inference/build directory, created above in step #3. 

Then run make followed by sudo make install to build the libraries, Python extension bindings, and code samples 

$ cd jetson-inference/build # omit if working directory is already build/ from above 

$ make 

$ sudo make install 

$ sudo ldconfig 

 

 

The project will be built to jetson-inference/build/aarch64, with the following directory structure: 

 

|-build 

\aarch64 

\bin where the sample binaries are built to 

\networks where the network models are stored 

\images where the test images are stored 

\include where the headers reside 

\lib where the libraries are build to 

 

 

In the build tree, you can find the binaries residing in build/aarch64/bin/, headers in build/aarch64/include/, and libraries 

in build/aarch64/lib/. These also get installed under /usr/local/ during the sudo make install step.
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The Python bindings for the jetson.inference and jetson.utils modules also get installed during the sudo make install step 

under /usr/lib/python*/dist-packages/. If you update the code, remember to run it again. 

 

Digging into the Code : 

 

Below is the abbreviated pydoc output of the Python imageNet object from the jetson.inference package: 

 

jetson.inference.imageNet = class imageNet(tensorNet) 

| Image Recognition DNN - classifies an image 

| 

|     init   (...) 

| Loads an image recognition model. 

| 

| Parameters: 

| network (string) -- name of a built-in network to use 

| values can be: 'alexnet', 'googlenet', 'googlenet-12', 'resnet-18`, ect. 

| the default is 'googlenet' 

| 

| argv (strings) -- command line arguments passed to imageNet, 

| for loading a custom model or custom settings 

| 

| Classify(...) 

| Classify an RGBA image and return the object's class and confidence. 

| 

| Parameters: 

| image (capsule) -- CUDA memory capsule 

| width (int) -- width of the image (in pixels) 

| height (int) -- height of the image (in pixels)

https://rawgit.com/dusty-nv/jetson-inference/python/docs/html/python/jetson.inference.html
https://rawgit.com/dusty-nv/jetson-inference/python/docs/html/python/jetson.utils.html
https://rawgit.com/dusty-nv/jetson-inference/python/docs/html/python/jetson.inference.html#imageNet
https://rawgit.com/dusty-nv/jetson-inference/python/docs/html/python/jetson.inference.html
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| 

| Returns: 

| (int, float) -- tuple containing the object's class index and confidence 

| 

| GetClassDesc(...) 

| Return the class description for the given object class. 

| 

| Parameters: 

| (int) -- index of the class, between [0, GetNumClasses()] 

| 

| Returns: 

| (string) -- the text description of the object class 

| 

| GetNumClasses(...) 

| Return the number of object classes that this network model is able to classify. 

| 

| Parameters: (none) 

| 

| Returns: 

| (int) -- number of object classes that the model supports 

 

 

 

 

 

Using the ImageNet program on Jetson : 

 

After building the project, make sure your terminal is located in the aarch64/bin directory: 

 

$ cd jetson-inference/build/aarch64/bin

https://github.com/dusty-nv/jetson-inference/blob/master/docs/building-repo-2.md


JNRID || ISSN 2984-8687 || © May 2024, Volume 2, Issue 5 

JNRIDTHE2005 JOURNAL OF NOVEL RESEARCH AND INNOVATIVE DEVELOPMENT | JNRID.ORG a422 
 

 

$ ./imagenet.py images/orange_0.jpg images/test/output_0.jpg # (default network is googlenet) 

 

note: the first time you run each model, TensorRT will take a few minutes to optimize the network. 

this optimized network file is then cached to disk, so future runs using the model will load faster 

 

$ ./imagenet.py images/strawberry_0.jpg images/test/output_1.jpg 

 

Using Different Classification Models 

You can specify which model to load by setting the --network flag on the command line to one of the corresponding CLI 

arguments from the table above. By default, GoogleNet is loaded if the optional --network flag isn't specified. 

Below are some examples of using the ResNet-18 model: 

$ ./imagenet.py --network=resnet-18 images/jellyfish.jpg images/test/output_jellyfish.jpg 

 
 

 

Processing a Video 

 

# Download test video (thanks to jellyfish.us) 

$ wget https://nvidia.box.com/shared/static/tlswont1jnyu3ix2tbf7utaekpzcx4rc.mkv -O jellyfish.mkv 

 

$ ./imagenet.py --network=resnet-18 jellyfish.mkv images/test/jellyfish_resnet18.mkv



JNRID || ISSN 2984-8687 || © May 2024, Volume 2, Issue 5 

JNRIDTHE2005 JOURNAL OF NOVEL RESEARCH AND INNOVATIVE DEVELOPMENT | JNRID.ORG a423 
 

 

Coding Your Own Image Recognition Program (Python) 

In the previous step, we ran a sample application that came with the jetson-inference repo. Now, we're going to walk 

through creating a new program from scratch in Python for image recognition called my-recognition.py. This script will 

load an arbitrary image from disk and classify it using the imageNet object. The completed source 

at python/examples/my-recognition.py #!/usr/bin/python3 

 

import jetson.inference import jetson.utils 

 

import argparse 

 

# parse the command line 

parser = argparse.ArgumentParser() 

parser.add_argument("filename", type=str, help="filename of the image to process") parser.add_argument("--network", 

type=str, default="googlenet", help="model to use, can be: googlenet, resnet-18, ect.") 

args = parser.parse_args() 

 

# load an image (into shared CPU/GPU memory) img = jetson.utils.loadImage(args.filename) 

 

# load the recognition network 

net = jetson.inference.imageNet(args.network) 

 

# classify the image 

class_idx, confidence = net.Classify(img) 

 

# find the object description 

class_desc = net.GetClassDesc(class_idx) 

 

# print out the result 

print("image is recognized as '{:s}' (class #{:d}) with {:f}% confidence".format(class_desc, class_idx, confidence * 100)) 

 

Setting up the Project 

If you're using the Docker container, you'll want to store your code in a Mounted Directory. This way your code won't be 

lost when you shutdown the container. For simplicity, this guide will create it in a directory on your host device under 

the user's home directory located at ~/my-recognition-python, and then mount that path into the container. 

Run these commands from a terminal (outside of container) to create the directory, source file, and download some test 

images:

https://github.com/dusty-nv/jetson-inference/blob/master/python/examples/my-recognition.py
https://rawgit.com/dusty-nv/jetson-inference/python/docs/html/python/jetson.inference.html#imageNet
https://github.com/dusty-nv/jetson-inference/blob/master/python/examples/my-recognition.py
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-docker.md#mounted-data-volumes
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# run these commands outside of container 

$ cd ~/ 

$ mkdir my-recognition-python 

$ cd my-recognition-python 

$ touch my-recognition.py 

$ chmod +x my-recognition.py 

$ wget https://github.com/dusty-nv/jetson-inference/raw/master/data/images/black_bear.jpg 

$ wget https://github.com/dusty-nv/jetson- inference/raw/master/data/images/brown_bear.jpg 

$ wget https://github.com/dusty-nv/jetson-inference/raw/master/data/images/polar_bear.jpg Then when you start the 

container, mount the directory that you just created: 

$ docker/run.sh --volume ~/my-recognition-python:/my-recognition-python # mounted inside the container to /my-

recognition-python 

Next, we'll add the Python code for the program to the empty source file we created here. 

 

Source Code 

Open up my-recognition.py in your editor of choice (or run gedit my-recognition.py). You can edit from outside the 

container. 

First, let's add a shebang sequence to the very top of the file to automatically use the Python interpreter: 

#!/usr/bin/python3 

Next, we'll import the Python modules that we're going to use in the script. 

 

Importing Modules 

Add import statements to load the jetson.inference and jetson.utils modules used for recognizing images and image 

loading. We'll also load the standard argparse package for parsing the command line. 

import jetson.inference import jetson.utils 

 

import argparse 

note: these Jetson modules are installed during the sudo make install step of building the repo. 

if you did not run sudo make install, then these packages won't be found when we go to run the example. 

 

Parsing the Command Line 

Next, add some boilerplate code to parse the image filename and an optional -- network parameter: 

# parse the command line

https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-docker.md#mounted-data-volumes
https://rawgit.com/dusty-nv/jetson-inference/python/docs/html/python/jetson.inference.html
https://rawgit.com/dusty-nv/jetson-inference/python/docs/html/python/jetson.utils.html
https://github.com/dusty-nv/jetson-inference/blob/master/docs/building-repo-2.md#compiling-the-project
https://github.com/dusty-nv/jetson-inference/blob/master/docs/building-repo-2.md#compiling-the-project
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parser = argparse.ArgumentParser() 

parser.add_argument("filename", type=str, help="filename of the image to process") parser.add_argument("--network", 

type=str, default="googlenet", help="model to use, can be: googlenet, resnet-18, ect. (see --help for others)") 

args = parser.parse_args() 

This example loads and classifies an image that the user specifies. It will be expected to be run like this: 

$ ./my-recognition.py my_image.jpg 

The desired image filename to be loaded should be substituted for my_image.jpg. You can also optionally specify the --

network parameter to change the classification network that's used (the default is GoogleNet): 

$ ./my-recognition.py --network=resnet-18 my_image.jpg 

See the Downloading Other Classification Models section from the previous page for more information about 

downloading other networks. 

 

Loading the Image from Disk 

You can load images from disk into shared CPU/GPU memory using 

the loadImage() function. Supported formats are JPG, PNG, TGA, and BMP. 

Add this line to load the image with the filename that was specified from the command line: 

img = jetson.utils.loadImage(args.filename) 

The returned image will be a jetson.utils.cudaImage object that contains attributes like width, height, and pixel format: 

<jetson.utils.cudaImage> 

.ptr # memory address (not typically used) 

.size # size in bytes 

.shape # (height,width,channels) tuple 

.width # width in pixels 

.height # height in pixels 

.channels # number of color channels 

.format # format string 

.mapped  # true if ZeroCopy 

For more information about accessing images from Python, see the Image Manipulation with CUDA page. For simplicity, 

we just load a single image here. To load a video or sequence of images, you would want to use the videoSource API like 

the 

the previous imagenet.py sample does. 

 

Loading the Image Recognition Network 

Using the imageNet object, the following code will load the desired classification model with TensorRT. Unless you 

specified a different network using the --network flag, by default it will load GoogleNet, which was already downloaded 

when you initially built

https://github.com/dusty-nv/jetson-inference/blob/master/docs/imagenet-console-2.md#downloading-other-classification-models
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-image.md#image-capsules-in-python
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-image.md
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-image.md
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-streaming.md#source-code
https://github.com/dusty-nv/jetson-inference/blob/master/python/examples/imagenet.py
https://rawgit.com/dusty-nv/jetson-inference/python/docs/html/python/jetson.inference.html#imageNet
https://github.com/dusty-nv/jetson-inference/blob/master/docs/building-repo-2.md#downloading-models
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the jetson-inference repo (the ResNet-18 model was also selected by default to be downloaded). 

All of the available classification models are pre-trained on the ImageNet ILSVRC dataset, which can recognize up to 

1000 different classes of objects, like different kinds of fruits and vegetables, many different species of animals, along 

with everyday man-made objects like vehicles, office furniture, sporting equipment, ect. 

# load the recognition network 

net = jetson.inference.imageNet(args.network) 

 

Classifying the Image 

Next, we are going to classify the image with the recognition network using the imageNet.Classify() function: 

# classify the image 

class_idx, confidence = net.Classify(img) 

imageNet.Classify() accepts the image and it's dimensions, and performs the inferencing with TensorRT. 

It returns a tuple containing the integer index of the object class that the image was recognized as, along with the floating-

point confidence value of the result. 

 

Interpreting the Results 

As the final step, let's retrieve the class description and print out the results of the classification: 

# find the object description 

class_desc = net.GetClassDesc(class_idx) 

 

# print out the result 

print("image is recognized as '{:s}' (class #{:d}) with {:f}% confidence".format(class_desc, class_idx, confidence * 100)) 

imageNet.Classify() returns the index of the recognized object class (between 0 and 999 for these models that were trained 

on ILSVRC). Given the class index, 

the imageNet.GetClassDesc() function will then return the string containing the text description of that class. These 

descriptions are automatically loaded 

from ilsvrc12_synset_words.txt. 

That's it! That is all the Python code we need for image classification. See the completed source above. 

 

Running the Example 

Now that our Python program is complete, let's classify the test images that we downloaded at the beginning of this page:

https://github.com/dusty-nv/jetson-inference/blob/master/docs/building-repo-2.md#downloading-models
https://github.com/dusty-nv/jetson-inference/blob/master/data/networks/ilsvrc12_synset_words.txt
https://github.com/dusty-nv/jetson-inference/blob/master/data/networks/ilsvrc12_synset_words.txt
https://github.com/dusty-nv/jetson-inference/blob/master/docs/imagenet-example-python-2.md#coding-your-own-image-recognition-program-python
https://github.com/dusty-nv/jetson-inference/blob/master/docs/imagenet-example-python-2.md#coding-your-own-image-recognition-program-python
https://github.com/dusty-nv/jetson-inference/blob/master/docs/imagenet-example-python-2.md#setting-up-the-project
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$ ./my-recognition.py polar_bear.jpg 

image is recognized as 'ice bear, polar bear, Ursus Maritimus, Thalarctos maritimus' (class #296) with 99.999878% 

confidence 

 
 

 

 

Running the Live Camera Recognition Demo 

The imagenet.cpp / imagenet.py samples that we used previously can also be used for realtime camera streaming. The 

types of supported cameras include: 

 

 MIPI CSI cameras (csi://0) 

 V4L2 cameras (/dev/video0) 

 RTP/RTSP streams (rtsp://username:password@ip:port) 

 

For more information about video streams and protocols, please see the Camera Streaming and Multimedia page. 

Below are some typical scenarios for launching the program on a camera feed (run -- help for more options): 

 

Python 

$ ./imagenet.py csi://0 # MIPI CSI camera 

$ ./imagenet.py /dev/video0 # V4L2 camera 

$ ./imagenet.py /dev/video0 output.mp4 # save to video file 

note: for example cameras to use, see these sections of the Jetson Wiki: 

- Nano: https://eLinux.org/Jetson_Nano#Cameras

https://github.com/dusty-nv/jetson-inference/blob/master/examples/imagenet/imagenet.cpp
https://github.com/dusty-nv/jetson-inference/blob/master/python/examples/imagenet.py
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-streaming.md
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-streaming.md
https://elinux.org/Jetson_Nano#Cameras
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- 

Xavier: https://eLinux.org/Jetson_AGX_Xavier#Ecosystem_Products_.26_Cameras 

- TX1/TX2: developer kits include an onboard MIPI CSI sensor module (0V5693) Displayed in the 

OpenGL window are the live camera stream, the classified object name, and the confidence of the classified object, along 

with the framerate of the network. On Jetson Nano you should see up to around ~75 FPS for GoogleNet and ResNet-18 

(faster on other Jetson's). 

 

 

 

 

 

The application can recognize up to 1000 different types of objects, since the classification models are trained on the 

ILSVRC ImageNet dataset which contains 1000 classes of objects. The mapping of names for the 1000 types of objects, 

you can find in the repo under data/networks/ilsvrc12_synset_words.txt 

This concludes this section of the Hello AI World tutorial on image classification. Next, we're going to start using Object 

Detection networks, which provide us with the bounding box coordinates of multiple objects per frame. 

 

5.2 Locating Objects with DetectNet 

The previous recognition examples output class probabilities representing the entire input image. Next we're going to 

focus on object detection, and finding where in the frame various objects are located by extracting their bounding boxes. 

Unlike image classification, object detection networks are capable of detecting many different objects per frame. 

The detectNet object accepts an image as input, and outputs a list of coordinates of the detected bounding boxes along 

with their classes and confidence values. detectNet is available to use from Python and C++. See below for various pre-

trained detection models available for download. The default model used is a 91-class SSD-Mobilenet-v2 

model trained on the MS COCO dataset, which achieves realtime inferencing performance on Jetson with TensorRT. 

As examples of using the detectNet class, we provide sample programs for C++ and Python: 

 detectnet.py (Python) 

 

These samples are able to detect objects in images, videos, and camera feeds. For more info about the various types of 

input/output streams supported, see the Camera Streaming and Multimedia page.

https://elinux.org/Jetson_AGX_Xavier#Ecosystem_Products_.26_Cameras
http://github.com/dusty-nv/jetson-inference/blob/master/data/networks/ilsvrc12_synset_words.txt
https://github.com/dusty-nv/jetson-inference/blob/master/c/detectNet.h
https://github.com/dusty-nv/jetson-inference/blob/master/c/detectNet.h
https://rawgit.com/dusty-nv/jetson-inference/python/docs/html/python/jetson.inference.html#detectNet
https://github.com/dusty-nv/jetson-inference/blob/master/c/detectNet.h
https://github.com/dusty-nv/jetson-inference/blob/master/docs/detectnet-console-2.md#pre-trained-detection-models-available
https://github.com/dusty-nv/jetson-inference/blob/master/docs/detectnet-console-2.md#pre-trained-detection-models-available
https://github.com/dusty-nv/jetson-inference/blob/master/docs/detectnet-console-2.md#pre-trained-detection-models-available
https://github.com/dusty-nv/jetson-inference/blob/master/data/networks/ssd_coco_labels.txt
https://github.com/dusty-nv/jetson-inference/blob/master/python/examples/detectnet.py
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-streaming.md
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-streaming.md
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Detecting Objects from Images 

First, let's try using the detectnet program to locate objects in static images. In addition to the input/output paths, there 

are some additional command-line options: 

 

 optional --network flag which changes the detection model being used (the default is SSD-Mobilenet-v2). 

 optional --overlay flag which can be comma-separated combinations of box, lines, labels, conf, and none 

o The default is --overlay=box,labels,conf which displays boxes, labels, and confidence values 

o The box option draws filled bounding boxes, while lines draws just the unfilled outlines 

 optional --alpha value which sets the alpha blending value used during overlay (the default is 120). 

 optional --threshold value which sets the minimum threshold for detection (the default is 0.5). 

 

If you're using the Docker container, it's recommended to save the output images to 

the images/test mounted directory. These images will then be easily viewable from your host device under jetson-

inference/data/images/test (for more info, see Mounted Data Volumes). 

Here are some examples of detecting pedestrians in images with the default SSD- 

Mobilenet-v2 model 

 

# Python 

$ ./detectnet.py --network=ssd-mobilenet-v2 images/peds_0.jpg images/test/output.jpg # -- network flag is optional 

 

 

# Python 

$ ./detectnet.py images/peds_1.jpg images/test/output.jpg 

 

note: the first time you run each model, TensorRT will take a few minutes to optimize the network. 

This optimized network file is then cached to disk, so future runs using the model will load faster. 

Below are more detection examples output from the console programs. The 91-class MS COCO dataset that the SSD-

based models were trained on include people, vehicles, animals, and assorted types of household objects to detect.

https://github.com/dusty-nv/jetson-inference/blob/master/docs/detectnet-console-2.md#pre-trained-detection-models-available
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-docker.md
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-docker.md#mounted-data-volumes
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-docker.md#mounted-data-volumes
https://github.com/dusty-nv/jetson-inference/blob/master/data/networks/ssd_coco_labels.txt
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Various images are found under images/ for testing, such as cat_*.jpg, dog_*.jpg, horse_*.jpg, peds_*.jpg, ect. 

 

Processing a Directory or Sequence of Images 

If you have multiple images that you'd like to process at one time, you can launch the detectnet program with the path to 

a directory that contains images or a wildcard sequence: 

 

# Python 

./detectnet.py "images/peds_*.jpg" images/test/peds_output_%i.jpg 

note: when using wildcards, always enclose it in quotes ("*.jpg"). Otherwise, the OS will auto-expand the sequence and 

modify the order of arguments on the command-line, which may result in one of the input images being overwritten by 

the output. 

For more info about loading/saving sequences of images, see the Camera Streaming and Multimedia page. 

 

Processing Video Files 

You can also process videos from disk. For more info about loading/saving videos, see here. 

# Download test video 

wget https://nvidia.box.com/shared/static/veuuimq6pwvd62p9fresqhrrmfqz0e2f.mp4 -O pedestrians.mp4 

 

 

# Python 

./detectnet.py pedestrians.mp4 images/test/pedestrians_ssd.mp4 

 

# Download test video 

wget https://nvidia.box.com/shared/static/i5i81mkd9wdh4j7wx04th961zks0lfh9.avi -O parking.avi 

 

 

# Python 

./detectnet.py parking.avi images/test/parking_ssd.avi

https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-streaming.md#sequences
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-streaming.md#sequences
https://github.com/dusty-nv/jetson-inference/blob/master/docs/aux-streaming.md#video-files
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Running Different Detection Models 

You can specify which model to load by setting the --network flag on the command line to one of the corresponding CLI 

arguments from the table above. By default, SSD-Mobilenet- v2 if the optional --network flag isn't specified. 

For example, if you chose to download SSD-Inception-v2 with the Model Downloader tool, you can use it like so: 

 

# Python 

$ ./detectnet.py --network=ssd-inception-v2 input.jpg output.jpg 

 

Source Code 

For reference, below is the source code to detectnet.py: 

import jetson.inference import jetson.utils 

 

import argparse import sys 

 

# parse the command line 

parser = argparse.ArgumentParser(description="Locate objects in a live camera stream using an object detection DNN.") 

 

parser.add_argument("input_URI", type=str, default="", nargs='?', help="URI of the input stream") 

parser.add_argument("output_URI", type=str, default="", nargs='?', help="URI of the output stream") 

parser.add_argument("--network", type=str, default="ssd-mobilenet-v2", help="pre-trained model to load (see below for 

options)") 

parser.add_argument("--overlay", type=str, default="box,labels,conf", help="detection overlay flags (e.g. --

overlay=box,labels,conf)\nvalid combinations are: 'box', 'labels', 'conf', 'none'") 

parser.add_argument("--threshold", type=float, default=0.5, help="minimum detection threshold to use") 

try: except: opt = parser.parse_known_args()[0] print("") 

parser.print_help() sys.exit(0)

 

# load the object detection network

https://github.com/dusty-nv/jetson-inference/blob/master/docs/building-repo-2.md#downloading-models
https://github.com/dusty-nv/jetson-inference/blob/master/python/examples/detectnet.py
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net = jetson.inference.detectNet(opt.network, sys.argv, opt.threshold) 

 

# create video sources & outputs 

input = jetson.utils.videoSource(opt.input_URI, argv=sys.argv) output = jetson.utils.videoOutput(opt.output_URI, 

argv=sys.argv) 

 

# process frames until the user exits while True: 

# capture the next image img = input.Capture() 

 

# detect objects in the image (with overlay) detections = net.Detect(img, overlay=opt.overlay) 

 

# print the detections 

print("detected {:d} objects in image".format(len(detections))) 

 

for detection in detections: 

print(detection) 

 

# render the image output.Render(img) 

 

# update the title bar 

output.SetStatus("{:s} | Network {:.0f} FPS".format(opt.network, net.GetNetworkFPS())) 

 

# print out performance info net.PrintProfilerTimes() 

 

# exit on input/output EOS 

if not input.IsStreaming() or not output.IsStreaming(): break
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5.3 INTRODUCTION OF TECHNOLOGIES USED Functional Requirements 
Graphical User interface with the User.
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System Requirements 

 

For developing the application the following are the Software Requirements: 

 

• L4T Kernel /BSP 

• CUDA Toolkit 

• cuDNN 

• TensorRT 

• OpenCV 

• Vision Works 

• Multimedia API's 

• JETPACK-NVIDIA 

• SD card images 

 

Operating Systems supported 

 

1. Windows7 

2. Windows XP 

3. Windows 8 

 

Technologies and Languages used to Develop 

 

1. Python 

 

Debugger and Emulator 

▪  Any Browser(Particularly Chrome) 

Software Requirements 

● Python 

● TensorFlow 

● Machine Learning Libraries 

● Distributor ID: Ubuntu 

● Description: Ubuntu 18.04.3 LTS 

 

Hardware Requirements 

 

For developing the application the following are the Hardware Requirements: 

 CPU
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 NVIDIA Jetson Nano Developer Kit 

 32GB Scandisk Ultra Sdcard 

 Microsoft USB Life Cam 1080p HD (Webcam) 

 Raspberry Pi Official Universal Power Supply 2.5A 

PYTHON 

 

 

Python is a general-purpose interpreted, interactive, object-oriented, and high-level programming language. An 

interpreted language, Python has a design philosophy that emphasizes   code readability(notably using whitespace 

indentation  to delimit code blocks rather than curly brackets or keywords),and a syntax that allows programmers to 

express concepts in fewer lines of code than might be used in languages such as C++or Java. It provides constructs that 

enable clear programming on both small and large scales. Python interpreters are available for many operating systems. 

C Python, the reference implementation of Python, is open source software and has a community-based development 

model, as do nearly all of its variant implementations .C Python is managed by the non-profit Python Software 

Foundation. Python features a dynamic type system and automatic memory management. It supports multiple 

programming paradigms, including object-oriented, imperative, functional and procedural, and has a large and 

comprehensive standard library. 

 

SETUP PREPARATION FOR JETSON NANO 

 

⚫ Items for Getting Started 

1. micro SD Card 

The Jetson Nano Developer Kit uses a micro SD card as a boot device and for main storage. It’s important to have a card 

that’s fast and large enough for your projects; the minimum recommended is a 32 GB UHS-1 card. 

 

2. Micro-USB Power Supply 

⚫ Write Image to the micro SD Card
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1. To prepare your micro SD card, you’ll need a computer with Internet connection and the ability to read and 

write SD cards 

2. Download the Jetson Nano Developer Kit SD Card Image. 

3. Write the image to your micro SD card by following the instructions below according to your computer’s 

operating system. 

 

⚫ Setup and First Boot 

 

There are two ways to interact with the developer kit: 1) with display, keyboard and mouse attached, or 2) in “headless 

mode” via connection from another computer. 

 

STEPS INVOLVED 

 

 

1. Unfold the paper stand and place inside the developer kit box. 

2. Insert the micro SD card (with system image already written to it) into the slot on the underside of the 

Jetson Nano module 

3. Set the developer kit on top of the paper stand. 

4. Power on your computer display and connect it. 

5. Connect the USB keyboard and mouse. 

Connect your Micro-USB power supply (or see the Jetson Nano Developer Kit User Guide for details about using DC a 

power supply with a barrel jack connector). The developer kit will power on and boot automatically

https://developer.nvidia.com/jetson-nano-sd-card-image
https://developer.nvidia.com/embedded/learn/get-started-jetson-nano-devkit
https://developer.nvidia.com/embedded/learn/get-started-jetson-nano-devkit
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SCREENSHOTS 

 

CODE 
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CONCLUSION 

Object detection and recognition are core AI techniques that find applications in self- driving cars, robotics, and traffic 

management. This technique is only meant for coarse detections and real-world scenarios often need more precision and 

higher resolution in their detections. The image segmentation technique suffixes such requirements and is capable of 

pixel-level detection of objects and their further classifications. 

The Jetson Nano developer kit is a powerful platform but still prone to unoptimized code and routines. 

A low FPS of 10 was used to avoid computational load. This Haar Cascade based implementation is a rudimentary 

algorithm for face detection and several advanced machine learning algorithms have been developed since. Also, this 

implementation does not salvage the GPU available on Jetson Nano. Finally the system outputs images by searching those 

images that the user wants.
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FUTURE ENHANCEMENTS 

 

Edge computing foresees exponential growth because of developments in sensor technologies, network connectivity, and 

Artificial Intelligence (AI). The hype of Internet-of- Things, AI, and digitalization have poised the businesses and 

governmental institutions to embrace this technology as a true problem-solving agent. As the COVID-19 has further 

fueled the need for digital transformation, there would be even greater demands and expectations for solving some of the 

problems the society is facing. On the positive note, we see new developments in the area of edge computing, aiming to 

solve the challenges of latency, privacy, reliability, and bandwidth. 

 

There exist different edge computing platforms. In this post, we will go through the installation process of Nvidia Jetson 

Nano. A detailed guide can be found on Nvidia provided . However, I used a combination of hardware and method which 

can give different insights. The experimental setup includes Nvidia Jetson Nano, a USB camera, Gstreamer- CLI, 

Classification, and Object Detection algorithms. 

 

Scope of Object Detection and Recognition 

The project has wide scope in multiple areas and can easily increase its utilization by adding more efficient algorithms. 

Some of the areas are as follows 

Medical Diagnose: 

Use of object detection and recognition in medical diagnose to detect the X-Ray report, 

Cartography: 

The cartography as the discipline dealing with the conception, production dissemination and study of maps. Robotics: 

In robotics use of object detection is movement of body parts and motion sensing .

https://www.grandviewresearch.com/industry-analysis/edge-computing-market
https://www.grandviewresearch.com/industry-analysis/edge-computing-market
https://enterprisersproject.com/article/2020/4/7-edge-computing-trends-watch-2020
https://enterprisersproject.com/article/2020/4/7-edge-computing-trends-watch-2020
https://medium.com/%40ikbangesh/comparison-of-jetson-nano-google-coral-and-intel-ncs-edge-ai-aca34a62d58
https://medium.com/%40ikbangesh/comparison-of-jetson-nano-google-coral-and-intel-ncs-edge-ai-aca34a62d58
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